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Executive Summary & Contents 
 
In Design Thinking, the “test” phase is where you realize and build your AI MVP. In 
this article we will discuss the 10 steps in the “test” phase of the Design Thinking 
process optimized for your AI solution.  Here are the steps for machine learning in 
context of a deep learning project.  It is important that you do not skip these steps.  
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1. Define the Test Plan  
A. Have clear goals and roles  
B. Don’t overfit your data 
 
Given the constraints of your organization and the MVP that is defined, it is critical 
you have a tailored plan that results in the successful adoption of your MVP. As 
such, steps are adjustable and in most cases these steps are iterative and cyclical. 
 
At this point we have completed the initial phases of Design Thinking, specifically 
“Empathize” to understand your domain and data. We have completed the 
“Ideate” phase, which has helped us think broadly of the AI opportunities for the 
organization. We have defined the problem we want to solve. We now have a real 
problem to solve and we have data.  
 
We will want to statistically define our criteria for success. This way, when we get 
to the evaluation step we can determine if we have succeeded. Be realistic;  know 
what your model will do and won’t do. Know when to solve and when not to solve 
for edge cases. Edge cases will increase layers and increase the complexity of 
each layer. The challenge is not to over fit the  model when the time comes, 
especially if this MVP (Minimum Viable Product), is a  first endeavour into the world 
of AI. 

2. Data Acquisition 
A. Data is the achilles heel of a machine learning project 
B. You will most likely be getting data from multiple sources 
C. The sources are not suitable for machine learning 
 
The foundation of Machine Learning is data, not just any data, but your enterprise 
data. This simple step is the hardest step. Data is the currency of Machine learning 
and without your data, we are “broke”. Make sure you identify all the sources of 
your data and that you can access this data regardless of means. Avoid using PII 
(personally identifiable information) data for obvious security reasons.  
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3. Data Cleansing  
A. Create a data model  
B. Define your APIs 
C. Apply data quality principles  
 
Many organizations have real-time data that they do not save. Others have data 
that is defined in many different ways. This step ensures we have clean input data 
to start our machine learning process. In many cases Liquid Analytics can provide 
you with a data model that is optimized for the machine learning process. Liquid 
will update this model to fit the  problem we are solving. 

I. Define a data model based on your data.  
II. Define an open API to push your existing data, (identified at the Data 

Acquisition stage) into the new data model.  
III. Since we have a data model, we can ensure that primary keys and lookup 

values are consistent. In many cases this is done via data quality services as 
part of the ETL (Extract, Transform, Load) process. Various existing tools can 
be used for the ETL process.  

IV. We can add additional data quality routines to the data interfaces to 
eliminate bad data, fill in missing data and ensure dimensional data is 
consistent as part of the ETL process.  

V. Eliminate any personally identifiable information data and any data that your 
company auditors would not want floating without proper security controls.  

VI. We now have original clean data.  
 

4. Data Visualization  
A. Help your stakeholders and users see the input data  
B. Review the problem statement in-context of your data 
 
So we have data, at this point it is good that we visualize our data, specifically for 
the business roles that are involved in the project. Visualization helps us think 
about features we might want to add to the model and help us determine our 
initial feature layers in the data model. Visualization makes clear to all 
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stakeholders the type of data we are using as an input. Most companies have BI 
tools that can help visualize the data model.  

5. Feature Engineering  
A. Extract and/or create meaningful attributes and tags for your data 
 
The effort we put into the empathize phase of Design Thinking pays off at this 
stage. We now think about additional features that we want to describe our data. 
Ideally we want to think about representing the values of these features as 
positive numerical real numbers. Feature Engineering is an art that requires 
domain knowledge and is a representational problem, where we ask ourselves 
what the best representation of our original input data is, in context of the problem 
we are solving. As such, we are extracting features from our original input dataset. 
Later on, when we discuss Training and Optimization, we will discuss 
Hyper-parameter Optimization which is where we manually adjust the bias and 
weights of our features.  
 
We will cover Tips and Tricks of Feature Engineering in a future blog post. Here is 
an article that gets you started on engineering features into your original dataset.  
 

6. Dataset Preparation  
A. Define your training dataset to teach your neural network to learn 
B. Define the evaluation datasets you will use to validate your AI model 
C. Have multiple combination training and evaluation datasets  
 
We now need to divide up our data into datasets. The first dataset is Training Data 
that is used to train our machine learning data model. The second is to evaluate 
the correctness of our data model. Typically, you will divide your data such that 
70% of your data is for training and 30% of your data is for evaluation. We might 
need additional sets, such as verification sets or alternative training and evaluation 
sets, based on our problem definition, and how we plan on training our data 
model. In other models we have seen the rule that we need 1000 inputs to train, 
we have seen this with vision recognition systems that needed 1000 images of 
chairs to recognize chairs in any room scene. However, all of this depends on the 
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problem we are solving, the layers and depth of our neural network, and the 
variance we see in our clusters. We will see when it comes time for model 
selection that we might want a cross-validation approach so that we are not just 
validating against a single small dataset. 
 

7. Model Selection and Development 
A. Select your model 
B. Determine the layers  
C. Consider how you apply various algorithms, such as cluster or similarity 

algorithms to each layer  
 
So far our steps point towards a Deep Learning solution. When we say Deep 
Learning we mean a Neural Network with multiple convoluted layers where the 
model parameters are tuned and resolved via our neural network during training. 
We also need additional initial feature layers, where we manually tune 
hyper-parameters, which help us refine and represent our data so that the deep 
learning layers have a fighting chance. As such, you most likely will be looking at a 
set of clustering based and linear regression algorithms that can help us divide the 
data into meaningful clusters based on our domain knowledge. Pick more than 
one model and pick diverse models. The biggest lesson is do not overfit or 
underfit your model. We will cover Algorithm and Model Selection in much more 
detail when we walk you through a specific business example. Here is an article 
that gives you an idea of model selection.  
 
Layer analysis is a critical part of model selection and design. As part of model 
selection, it is important to understand the layers required and the mathematical 
treatment we will apply to the feature or hard-coded initial set of layers. 
 
We cover Model Selection and Development in context of an example in our 
Velocity examples.  
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8. Training and Optimization 
A. Test how your neural network parameters are set 
B. Manually set your hyperparameters  
C. Add/subtract/change your layers 
 
This is where we take our Training Data set and feed it into our model. This is 
considered the heavy lifting of Deep Learning. This is an iterative process 
between Model Development and Optimization. On one side model parameters 
are being fitted based on feeding in our training data, you could say automatically. 
On the other side we want a better representation of our data by manually tuning 
the hyper-parameters which we determine via our feature engineering step. We 
cover Training and Optimization with examples in our Velocity examples. 
 
A cross-validation approach will give us the best chance of eliminating bias in how 
we process our training data. A 10-fold cross-validation will breakup your training 
set into 10 mini datasets. We will then process 9 of the 10 sets in various 
sequences using the hold-out sequence as a validation mini dataset. We average 
this across each processing step to get a reliable cross-validated score. 
 
Training is a very expensive process. We are dealing with a very large input 
dataset. We are most likely processing this data many times. The GPU processing 
power is significant. Given all of these factors, Liquid tends to use our own 
specialized ML GPU hardware for training. This reduces network latency issues, 
and astronomical cloud costs required for the training sets. We can do this 
because the training process does not have the same 99.999% availability 
requirement that the runtime data model creates as an output of the training 
process.  
 
Supervised training at its best now yields a completed runtime data model ready 
for prediction.  
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9. Evaluation  
A. Test your AI model with your evaluation dataset  
 
We have rigorously trained our model. We have optimized our hyper-parameters. 
We did all of this on our training data set. We now need to validate the runtime 
data model. It’s time to bring out our evaluation/validation dataset to see how our 
model performs. If necessary we might need to obtain more data and restart, or 
additionally train, our data model. Using our statistical metrics defined during the 
Test Plan stage we evaluate how successful we are with respect to our evaluation 
dataset. 
 

10. Prediction  
A. Start enjoying the answers,insights and recommendations from your AI data 

model  
 
And now, the fun part. Machine learning, after all, is using data and automation to 
answer questions from “Is that a cat in the picture?” to “What is the recommended 
next step in the workflow?”. The prediction stage is where you get to put all your 
hard work to use. You’ve selected, cleaned and optimized the data, chosen an 
appropriate model, fine-tuned and optimized the hyperparameters of that model, 
trained the model to learn and react to data, and evaluated its ability. Now you are 
ready to actually send this model out into the real world!  
 
Of course, machine learning is extremely technical and requires much more than 
reading a short piece to understand its complexities. Don’t hesitate to contact us 
to learn how Liquid Analytics can help jumpstart your next machine learning 
project. 
 
 

 
 
Vish Canaran is the Chief Design Officer of Liquid Analytics. He is passionate 
about helping clients architect and begin their AI and machine learning projects. 
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